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Notice: This document contains information on products in the design phase of development. The information here is subject to 
change without notice. Do not finalize a design with this information. 

Intel technologies’ features and benefits depend on system configuration and may require enabled hardware, software, or service 
activation. Learn more at intel.com, or from the OEM or retailer. 

No computer system can be absolutely secure. Intel does not assume any liability for lost or stolen data or systems or any damages 
resulting from such losses. 

You may not use or facilitate the use of this document in connection with any infringement or other legal analysis concerning Intel 
products described herein. You agree to grant Intel a non-exclusive, royalty-free license to any patent claim thereafter drafted 
which includes subject matter disclosed herein. 

No license (express or implied, by estoppel or otherwise) to any intellectual property rights is granted by this document. The 
products described may contain design defects or errors known as errata which may cause the product to deviate from published 
specifications. Current characterized errata are available on request. 

This document contains information on products, services and/or processes in development. All information provided here is subject 
to change without notice. Contact your Intel representative to obtain the latest Intel product specifications and roadmaps. 

Intel disclaims all express and implied warranties, including without limitation, the implied warranties of merchantability, fitness for 
a particular purpose, and non-infringement, as well as any warranty arising from course of performance, course of dealing, or 
usage in trade. 

Tests document performance of components on a particular test, in specific systems. Differences in hardware, software, or 

configuration will affect actual performance. Consult other sources of information to evaluate performance as you consider your 
purchase. For more complete information about performance and benchmark results, visit http://www.intel.com/performance. 

Results have been estimated or simulated using internal Intel analysis or architecture simulation or modeling, and provided to you 
for informational purposes. Any differences in your system hardware, software or configuration may affect your actual performance. 

Software and workloads used in performance tests may have been optimized for performance only on Intel microprocessors. 

Performance tests, such as SYSmark* and MobileMark*, are measured using specific computer systems, components, software, 
operations and functions. Any change to any of those factors may cause the results to vary. You should consult other information 
and performance tests to assist you in fully evaluating your contemplated purchases, including the performance of that product 
when combined with other products. 

For more information go to www.intel.com/benchmarks. 

Configuration: See configuration section. 

Software: OS/Kernel: kernel-3.10.0-957.el7.x86_64; CentOS 7.6. BIOS/FW: 2019 WW04-WW05 NPX-SP BKC. Hardware: Socket 
count: 2. CPU: Config-1 : 24 Core 6252 B stepà Intel Select Solution Plus configuration; Config-2:  20 Core 6230 Nà Intel Select 
Solution Base Configuration. 

HT: ON. Turbo: ON/OFF. SNC: Disabled. CPU C-states: Enabled. Memory: SSD 1.2TB DC P3520 series. NIC: 25 Gig X710 2 cards. 
BKC Version: NFVi/NPX-SP BKC WW04-05. CDN Package: Platform Beach Release 5. 

Performance results are based on testing as of 20th Feb 2019 and may not reflect all publicly available security updates.  See 
configuration disclosure for details.  No product or component can be absolutely secure. 

§ Configurations: [The testing was done by Intel on Intel® Select Solution for Visual Cloud Delivery Network (VCDN) Base and Plus 
configuration on 20th Feb 2019] 

Intel does not control or audit third-party benchmark data or the web sites referenced in this document. You should visit the 
referenced web site and confirm whether referenced data are accurate. 

Copies of documents which have an order number and are referenced in this document may be obtained by calling 1-800-548-4725 
or by visiting www.intel.com/design/literature.htm. 

Intel, the Intel logo, and Xeon are trademarks of Intel Corporation in the U.S. and/or other countries. 

*Other names and brands may be claimed as the property of others 

Copyright © 2019, Intel Corporation. All Rights Reserved. 
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1 Audience and Purpose 

Intel® Select Solution for Visual Cloud Delivery Network contains a software 

stack that is performance optimized to work best on the Intel® Select Solution 
platform. The package already has many of the settings automatically applied 

when the customer or user installs it using the Ansible* package. 

This report explains the parameters that get applied automatically, as well as 
new and extra settings that can be edited to achieve optimal performance. This 

report also contains benchmarking and test methodologies, settings, and test 

data. 
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2 Summary 

Benchmarking a Visual Cloud Delivery Network (VCDN) end-to-end systems is 

not trivial and requires expert knowledge of media, Visual Cloud and 
virtualization technologies. Engineers also need benchmarking and debugging 

skills, as well as a good understanding of the Device Under Test (DUT) across 
compute, networking, and storage devices and domains. 

Knowledge of different media formats, different VCDN delivery methodologies 
and hands-on experience with relevant open-source software, such as Linux*, 

Kernel-based Virtual Machine (KVM), Quick Emulator (QEMU), Data Plane 
Development Kit (DPDK) and more, are also required. 

Repeatability and consistency is essential when testing complex systems and 
this can be difficult to achieve with manual configuration and test methods. 
Automated integration, deployment and test methods are needed for 

developing robust VCDN solutions. Many of these challenges are being 

addressed through the Ansible deployment infrastructure.  

This report is based on the performance data and configuration procedures for 
Linux operating system setups, BIOS configurations, configuration for various 

open source components, Scalable Video Technology (SVT), NGINX*, Apache 
Traffic Server*, FFmpeg, VM setup, and so forth. 

The focus of this report is to present the various components of VCDN and how 
they perform with respect to the resource available in Intel® Select Solution. 

This report includes: 

 Setup and data for placing the workloads on bare metal vs virtual 

environment 

 Workload profiling and behavior of the workload with respect to: 

 Number of cores/core scaling 

 Frequency scaling 

 Cache configurations 

 Other system parameters which includes BIOS and OS configurations 

that affects the performance 

 Configuration of VMs to get best performance 

This report also lists the different use-case scenarios of a CDN and the best 
performance configurations that can be adopted for those use cases. 
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3 Platform Specifications 

There are two configurations for Intel® Select Solution for VCDN reference 

design: 

 Plus Configuration - 24-core Intel® Xeon® Processor Scalable Family CPU 

and high-performance network, storage and integrated platform 
acceleration products from Intel for maximum virtual machine density 

 Base Configuration - 20-core or greater Intel® Xeon® Processor Scalable 
Family CPU and network, storage and add-in platform acceleration products 

from Intel, targeting an optimized value and performance-based solution 

Refer to the Intel® Select Solution for Visual Cloud Delivery Network (VCDN) 

Reference Design guide for the details on these two platform configurations. 

3.1 Hardware Ingredients 
Component Description 

Processor 
Intel® Xeon® Gold 6230/6252 Processor, 30.25 MB Cache, 2.10 GHz 

[or] Intel® Xeon® Platinum 8180 Processor 

Memory configuration 

24x 16 GB DDR4-2666 MHz memory (384 GB total) 

4x Intel® SSD DC P4500 Series 1.2 TB NVMe* SSDs 

2x Intel® SSD DC S4500 Series 240 GB SSDs (boot) 

Network 

4 port switch adapters 

4x dual 25G networking adapters 

Intel® Ethernet Network Connection OCP I357-T4 (mgmt.) 

Storage 150G/1.2T SSD 

3.2 Software Configuration 

Besides the hardware layer, there are many choices for firmware, operating 
systems, drivers, hypervisors, and other software components. They must be 
benchmarked together to guarantee a performance baseline. 

The Intel® Select Solution for VCDN is an instantiation of the Intel® Select 
Solution for NFVi which uses Ubuntu*, Red Hat Enterprise Linux* (RHEL*) and 

CentOS* as options for its host operating system. An example instantiation of 
the reference design software stack is described next. 

Intel drives this firmware and software through a continuous validation process 
to ensure that software updates will perform correctly when integrated into a 

deployed system. The components of the software stack are subject to change.  

This Ansible package pulls the following versions of open source components 
from their respective repos, applies the required performance configurations 

and deploys them on the system specified by the user. 
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Component Description 

OS Ubuntu* 18.04/RHEL7.6/CentOS 7.6 

Kernel Ubuntu18.04.1-Kernel 4.15.0-38-generic/RHEL7.6/CentOS7.6 

Libvirt* 4.0.0 

SPDK* 18.10 

SST* 3.0.1054 

Collectd* 5.8.0-master-2e83c33 

Qemu* 2.11.1 

DPDK* 18.08 

i40evf* 3.0.1-k 

Ixgbe* 5.1.0-k 

Apache Traffic Server (ATS) 7.1.5 

FFmpeg 4.0 

SVT V1.2.0 

NGINX 1.14.2 

3.3 Boot Settings 

Turbo Boost and Energy Efficient Turbo would increase the performance. In 
many NFV workloads not all cores would be running at the turbo frequency. 

CPU turbo frequency would change depending on the number of active cores 

being utilized and it would impact the consistency of the throughput 
performance.  

However, in the CDN the workloads are equally distributed across cores and 
can take benefit of turbo boost.  

So we have Turbo enabled, Performance configuration and Hyper-Threading on 

in the BIOS configuration. 

 

System Capability  Description 

Host Boot Settings  

Hugepage size = 1G ; No. of Hugepages = 16 

Hugepage size = 2 MB; No. of Hugepages = 2048 

Hyper-threading enabled: isolcpus = 1-22,25-47 ( depending on the 

Base or Plus config) 

BIOS settings  

C-state: enabled 

P-state: enabled 

SNC: enable 

Hyper-threading: enabled  

Turbo Boost: enabled 

Enhanced Intel SpeedStep® Technology: disabled 

Intel® Virtualization Technology (Intel® VT) for IA-32 Intel® 

Architecture (Intel® VT-x): enabled 
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System Capability  Description 

Intel® Virtualization Technology (Intel® VT) for Directed I/O (Intel® 

VT-d): enabled 

VM Kernel Boot settings 

Hugepage size = 1G ; No. of Hugepages = 1 

Hugepage size=2MB; No. of Hugepages = 1024 

isolcpus = 1-2 

3.4 Compile Options 

Figure 3-1. Compile Option Configurations 

System Capability (If using DPDK) Configuration 

DPDK Compilation  

CONFIG_RTE_BUILD_COMBINE_LIBS=y 

CONFIG_RTE_LIBRTE_VHOST=y 

CONFIG_RTE_LIBRTE_VHOST_USER=y 

DPDK compiled with "-Ofast -g" 

OvS Compilation  

OvS configured and compiled as follows: 

# ./configure --with-dpdk=<DPDK SDK 

PATH>/x86_64-native-linuxapp \ 

CFLAGS="-Ofast -g" 

# make CLFAGS="-Ofast -g" 

DPDK Settings  

Build L3fwd*: (in l3fwd/main.c) 

#define RTE_TEST_RX_DESC_DEFAULT 2048 

#define RTE_TEST_TX_DESC_DEFAULT 2048 

3.5 Operating System Settings 

Figure 3-2. Operating System Settings 

System Capability  Settings 

Linux OS Services Settings 

(Enable/Disable) 

# systemctl disable NetworkManager.service 

# chkconfig network on 

# systemctl restart network.service 

# systemctl stop NetworkManager.service 

# systemctl stop firewalld.service 

# systemctl disable firewalld.service 

# systemctl stop irqbalance.service 

# killall irqbalance 

# systemctl disable irqbalance.service 

# service iptables stop 

# kill -9 dhclient 

# echo 0 > /proc/sys/kernel/randomize_va_space 

SELinux disabled 

net.ipv4.ip_forward=0 
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System Capability  Settings 

Linux Module Settings  

# rmmod ipmi_msghandler 

# rmmod ipmi_si 

# rmmod ipmi_devintf 

# rmmod lpc_ich 

# rmmod bridge 
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4 Visual Cloud Delivery 

Network Key Use Cases 

The complete end to end CDN pipeline consist of two blocks: 

 Content Preparation 

 Content Distribution 

Depending on the kind of content, whether its content or non-media files or a 
mix of media + non-medias, the block “content preparation” again has several 

sub-units such as encoding, transcoding, analytics to be done on the content, 
storing to origin server or directly to the cache, and so forth. The content goes 

through multiple of these blocks before its ready to be delivered. 

Though all these blocks are not mandatory, this package includes few of the 
Transcode/Encode. 

Similarly for Content Distribution, the content is stored on the origin server and 
delivered out of the origin or the cache depending on the user access, 

frequency of access and policy of object in cache decided by the content 
delivery partners. 

4.1 Content Preparation: Transcoding 

Preparing the user content and organizing them before delivering involves 

transcoding, decoding, scaling, inferencing and encoding. In this package we 
have used two open source software components, FFmpeg and SVT, which 

does encoding and transcoding of h.264 and h.265/HEVC video files. 

4.2 Components in Transcoding and their 

Performance Tuning 

4.2.1 FFmpeg 

FFmpeg is a command line tool for video and audio transcoding for both live 
and static content. FFmpeg is a very fast video and audio converter that can 

also grab from a live audio/video source. It can also convert between arbitrary 

sample rates and resize video on the fly with a high quality polyphase filter. 

4.2.1.1 Workload Behavior with respect to System resources 

 Application is more CPU bound, with addition of 1 stream when ~8-10% of 

CPU is used 
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Software and workloads used in performance tests may have been optimized for performance only on Intel 

microprocessors. 

Performance tests, such as SYSmark* and MobileMark*, are measured using specific computer systems, 

components, software, operations and functions. Any change to any of those factors may cause the results to vary. 

You should consult other information and performance tests to assist you in fully evaluating your contemplated 

purchases, including the performance of that product when combined with other products. For more complete 

information visit www.intel.com/benchmarks. 

Configuration: See configuration section. 

Software: OS/Kernel: kernel-3.10.0-957.el7.x86_64; CentOS 7.6. BIOS/FW: 2019 WW04-WW05 NPX-SP BKC. 

Hardware: Socket count: 2. CPU: Config-1 : 24 Core 6252 B stepà Intel Select Solution Plus configuration; Config-

2:  20 Core 6230 Nà Intel Select Solution Base Configuration. 

HT: ON. Turbo: ON/OFF. SNC: Disabled. CPU C-states: Enabled. Memory: SSD 1.2TB DC P3520 series. NIC: 25 Gig 

X710 2 cards. BKC Version: NFVi/NPX-SP BKC WW04-05. CDN Package: Platform Beach Release 5. 

 

 With an increase in core frequency, the application performance improves 

 Cross socket access has 5-7% impact on performance numbers 

 Workload performance is equal for Bare Metal vs VM 

 The VM configurations for the following performance is: # vCPU 96, RAM 

100 GB, Disk size 100 GB, QEMU, KVM 
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Software and workloads used in performance tests may have been optimized for performance only on Intel 

microprocessors. 

Performance tests, such as SYSmark* and MobileMark*, are measured using specific computer systems, 

components, software, operations and functions. Any change to any of those factors may cause the results to vary. 

You should consult other information and performance tests to assist you in fully evaluating your contemplated 

purchases, including the performance of that product when combined with other products. For more complete 

information visit www.intel.com/benchmarks. 

Configuration: See configuration section. 

Software: OS/Kernel: kernel-3.10.0-957.el7.x86_64; CentOS 7.6. BIOS/FW: 2019 WW04-WW05 NPX-SP BKC. 

Hardware: Socket count: 2. CPU: Config-1 : 24 Core 6252 B stepà Intel Select Solution Plus configuration; Config-

2:  20 Core 6230 Nà Intel Select Solution Base Configuration. 

HT: ON. Turbo: ON/OFF. SNC: Disabled. CPU C-states: Enabled. Memory: SSD 1.2TB DC P3520 series. NIC: 25 Gig 

X710 2 cards. BKC Version: NFVi/NPX-SP BKC WW04-05. CDN Package: Platform Beach Release 5. 

 

The videos tried for the previous readings are: 

 

 INPUT 
FILES 

Video_Stream Audio_Stream FPS Resolution Overall bit 
rate (kb/s) 

case 1 BBC.mp4 AVC AAC LC 30 1920*1080 3655 kb/s 

case 2 C1.mp4 AVC AAC LC 30 1280*720 1866kb/s 

case 3 C2.mp4 AVC   30 1920*1072 2203kb/s 

case 4 C3.mp4 AVC AAC LC 15 320*240 359kb/s 

case 5 C4.mp4  AVC AAC LC 30 320*240 570kb/s 

case 6 C5.mp4 HEVC AAC LC 60 3840*2160 79.1 MB/s 

case7  h264.mp4 AVC AAC LC 30 3840*2160 64.8 Mb/s 

4.2.1.2 Performance Settings 

The following command line inputs help to improve performance while running 
the FFmpeg libx264: 

 Add –vcode –libx264 exclusively to the command line to get the better 

performance inside a VM 

 Other command line parameters for better performance-preset ultrafast 
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Software and workloads used in performance tests may have been optimized for performance only on Intel 

microprocessors. 

Performance tests, such as SYSmark* and MobileMark*, are measured using specific computer systems, 

components, software, operations and functions. Any change to any of those factors may cause the results to vary. 

You should consult other information and performance tests to assist you in fully evaluating your contemplated 

purchases, including the performance of that product when combined with other products. For more complete 

information visit www.intel.com/benchmarks. 

Configuration: See configuration section. 

Software: OS/Kernel: kernel-3.10.0-957.el7.x86_64; CentOS 7.6. BIOS/FW: 2019 WW04-WW05 NPX-SP BKC. 

Hardware: Socket count: 2. CPU: Config-1 : 24 Core 6252 B stepà Intel Select Solution Plus configuration; Config-

2:  20 Core 6230 Nà Intel Select Solution Base Configuration. 

HT: ON. Turbo: ON/OFF. SNC: Disabled. CPU C-states: Enabled. Memory: SSD 1.2TB DC P3520 series. NIC: 25 Gig 

X710 2 cards. BKC Version: NFVi/NPX-SP BKC WW04-05. CDN Package: Platform Beach Release 5. 

4.2.2 Scalable Video Transcode 

The Scalable Video Technology for HEVC Encoder (SVT-HEVC Encoder) is an 
HEVC-compliant encoder library core that achieves excellent density-quality 
trade-offs and is highly optimized for the Intel® Xeon® Processor Scalable 

Family and on Intel® Xeon-D processors. This package installs and builds the 
SVT-HEVC from source. 

4.2.2.1 Workload Behavior 

 Workload performs equally in a VM as compared to Bare Metal 

 Frames Per Second (FPS) and Latency numbers are nearly the same 

 4 more instances of encoding for 4K streams can be accommodated in a 

VM in comparison to Bare Metal before the CPU exhausts (with lower FPS 
and higher latency) 

 Pinning workloads to individual sockets for better performance 

The workload is core sensitive and the FPS increases by ~10 FPS for addition of 

each core.  

The next figure is a sample representation: 

 

 

 

The workload is reasonably sensitive to frequency, and takes benefit of turbo 
feature. 
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Software and workloads used in performance tests may have been optimized for performance only on Intel 

microprocessors. 

Performance tests, such as SYSmark* and MobileMark*, are measured using specific computer systems, 

components, software, operations and functions. Any change to any of those factors may cause the results to vary. 

You should consult other information and performance tests to assist you in fully evaluating your contemplated 

purchases, including the performance of that product when combined with other products. For more complete 

information visit www.intel.com/benchmarks. 

Configuration: See configuration section. 

Software: OS/Kernel: kernel-3.10.0-957.el7.x86_64; CentOS 7.6. BIOS/FW: 2019 WW04-WW05 NPX-SP BKC. 

Hardware: Socket count: 2. CPU: Config-1 : 24 Core 6252 B stepà Intel Select Solution Plus configuration; Config-

2:  20 Core 6230 Nà Intel Select Solution Base Configuration. 

HT: ON. Turbo: ON/OFF. SNC: Disabled. CPU C-states: Enabled. Memory: SSD 1.2TB DC P3520 series. NIC: 25 Gig 

X710 2 cards. BKC Version: NFVi/NPX-SP BKC WW04-05. CDN Package: Platform Beach Release 5. 

 

 

Application 
Sensitivity 

Range Variation: % 
increase in FPS 

Notes 

Number of Cores 
22 to 28 cores 

(freq const) 
14-16% Workload is core sensitive 

Core Frequency 2.1-2.5 GHz 9-12% Workload is Frequency sensitive 

Cache 1206 to 1536 Kb 2-3% 
Workload takes minimal benefit 

from a bigger cache 

RAM 20-100 GB No Change 

Workload needs a constant 

RAM. Increase of it does not 

have impact on the application 

4.2.2.2 Performance Settings 

 Workload takes benefit of platform turbo and Hyper-Threading, setting 
both from BIOS helps improving the performance 

 Workload performs 30-35% better when pinned to individual sockets 

 Single 24-core node can encode 12 simultaneous streams of 1080P 30 FPS, 

this can be improved to 16 streams if the streams are pinned to 
independent sockets 

 The 24-core node can accommodate 6 streams of 4K 60 FPS 
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Performance tests, such as SYSmark* and MobileMark*, are measured using specific computer systems, 

components, software, operations and functions. Any change to any of those factors may cause the results to vary. 

You should consult other information and performance tests to assist you in fully evaluating your contemplated 

purchases, including the performance of that product when combined with other products. For more complete 

information visit www.intel.com/benchmarks. 

Configuration: See configuration section. 

Software: OS/Kernel: kernel-3.10.0-957.el7.x86_64; CentOS 7.6. BIOS/FW: 2019 WW04-WW05 NPX-SP BKC. 

Hardware: Socket count: 2. CPU: Config-1 : 24 Core 6252 B stepà Intel Select Solution Plus configuration; Config-

2:  20 Core 6230 Nà Intel Select Solution Base Configuration. 

HT: ON. Turbo: ON/OFF. SNC: Disabled. CPU C-states: Enabled. Memory: SSD 1.2TB DC P3520 series. NIC: 25 Gig 

X710 2 cards. BKC Version: NFVi/NPX-SP BKC WW04-05. CDN Package: Platform Beach Release 5. 

 

 Average transcode time of each stream remains nearly same with addition 
of extra streams 

 Workload performance is very predictable, and core bound 

 The average cycles per instructions remains same as we increase the 

number of instances there is no additional CPI required when the number 
of instances increased 
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Software and workloads used in performance tests may have been optimized for performance only on Intel 

microprocessors. 

Performance tests, such as SYSmark* and MobileMark*, are measured using specific computer systems, 

components, software, operations and functions. Any change to any of those factors may cause the results to vary. 

You should consult other information and performance tests to assist you in fully evaluating your contemplated 

purchases, including the performance of that product when combined with other products. For more complete 

information visit www.intel.com/benchmarks. 

Configuration: See configuration section. 

Software: OS/Kernel: kernel-3.10.0-957.el7.x86_64; CentOS 7.6. BIOS/FW: 2019 WW04-WW05 NPX-SP BKC. 

Hardware: Socket count: 2. CPU: Config-1 : 24 Core 6252 B stepà Intel Select Solution Plus configuration; Config-

2:  20 Core 6230 Nà Intel Select Solution Base Configuration. 

HT: ON. Turbo: ON/OFF. SNC: Disabled. CPU C-states: Enabled. Memory: SSD 1.2TB DC P3520 series. NIC: 25 Gig 

X710 2 cards. BKC Version: NFVi/NPX-SP BKC WW04-05. CDN Package: Platform Beach Release 5. 

Workload performance in a VM is equal as in Bare Metal, when the VM has 

Intel® Advanced Vector Extensions 512 (Intel® AVX-512) lib enabled. The 
QEMU* version provided in the package has Intel® avx-512 enabled. 

The following graph shows the workload behavior with encode mode 5 (refer to 
the SVT user guide for different encode modes). The Fat and Thin VMs 
recommended configurations are shown next. 

 

VM Config( FAT VM) qemu KVM 

RAM 150 GB 

vCPU 96 

Disk Size 200 GB 

VM Config (Thin VM) qemu KVM 

RAM 20 GB 

vCPU 8 

Disk Size 25 GB 

4.3 Content Distribution 

The CDN replicates or stores multiple copies of content or media such as 
streaming audio, video, and Internet 

Protocol Television (IPTV), web pages, applications, software and other streams 
on servers at different locations, are called cache servers. This speeds up the 
delivery of the replicated content requested by multiple clients at the same 

time. A CDN delivery system needs to deliver a content at a higher bandwidth, 

with lower latency, high performance and secured environment.  

4.3.1 IP CDN 

In a CDN delivery system, the client requests can be served from either the 
cache server near to the client, or if the content is not available, then from the 
origin server. In this case, some key performance indicators that a CDN 

provider or a CDN system needs to care for are: 

 Number of users a node can serve with the latency and bandwidth 
maintained to an accepted value 
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 Number of HTTP or HTTPS connections/requests that can be served per 

second 

 Few of the latency parameters such as: 

 Time to first byte 

 Total time taken to download the full content requested

4.4 Video on Demand/Live Linear 

In a media delivery system, the media can be user generated and served live 
to the user or it can be a processed media stored on a storage and delivered to 

the user when requested as live streaming. In both cases, the content 

delivered is video and the key performance indicators are similar: 

 Number of video channel a CDN server can host 

 Number of users that can access a single video channel hosted on the 
server 

 Number of live streams a CDN cache server can deliver 

4.5 Components in Content Distribution 

4.5.1 NGINX* 

NGINX is a server for web serving and media streaming, in addition to its HTTP 

and HTTPS server capabilities in a combination of: nginx+rtmp-module. 

NGINX is a web server that can also be used as a reverse proxy, load balancer, 
mail proxy and HTTP cache. 

4.6 Performance Settings 

4.6.1 Tuning Linux Configuration 

The settings in modern Linux* kernels are suitable for most purposes, but 
changing some of them can be beneficial. Check the kernel log for error 

messages indicating that a setting is too low, and adjust it as advised. 

Here we cover only the settings that are most likely to benefit from tuning 
under normal workloads. 

 net.core.somaxconn  

This setting stablishes the maximum number of connections that can be 
queued for acceptance by NGINX. The default is often very low and that’s 

usually acceptable because NGINX accepts connections very quickly, but it 
can be worth increasing it if your website experiences heavy traffic. 

If error messages in the kernel log indicate that the value is too small, 
increase it until the errors stop. The default setting is 128. 
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 net.core.netdev_max_backlog 

This is the rate at which packets are buffered by the network card before 
being handed off to the CPU. Increasing the value can improve 

performance on machines with a high amount of bandwidth. Increasing this 
value for high speed cards may help prevent losing packets. 

$echo 5000 > /proc/sys/net/core/netdev_max_backlog 

 net.ipv4.ip_local_port_range 

The start and end of the range of port values. If you see that you are 

running out of ports, increase the range. A common setting is ports 1024 
to 65000. 

$echo 1025 65535 > /proc/sys/net/ipv4/ip_local_port_range 

 net.core.rmem_default 

This value sets the size of the incoming kernel socket buffer per one 

socket. 

Increase the memory dedicated to the network interfaces. The default for 

the Linux* network stack is not configured for high-speed large-file transfer 
across WAN links (meaning, handle more network packets) and setting the 

correct values may save memory resources. 

$echo 16777216 > /proc/sys/net/core/rmem_default 

 net.ipv4.tcp_max_syn_backlog 

This setting is the maximum queue length of pending connections “Waiting 

Acknowledgment”. In the event of a synflood DOS attack, this queue can 

fill up pretty quickly, at which point tcp_syncookies will kick-in allowing 

your system to continue to respond to legitimate traffic, and allowing you 
to gain access to block malicious IPs. 

If the server suffers from overloads at peak times, you may want to 
increase this value. 

$echo 262144 > /proc/sys/net/ipv4/tcp_max_syn_backlog 

 net.ipv4.tcp_max_tw_buckets 

Maximal number of time-wait sockets held by the system simultaneously. If 

this number is exceeded, time-wait socket is immediately destroyed and a 
warning is printed. This limit exists only to prevent simple DoS attacks, you 

must not lower the limit artificially, but rather increase it (probably, after 
increasing installed memory), if network conditions require more than the 

default value. Increase this to prevent simple DOS attacks. 

$echo 50000 > /proc/sys/net/ipv4/tcp_max_tw_buckets 

 ulimit 

User limits – it limits the use of system-wide resources. This can help a lot 
in system administration, for example when a user starts too many 

processes and therefore makes the system unresponsive for other users. 

$ulimit -n 200000 
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4.6.2 Tuning NGINX Configuration 

There are some NGINX directives that can impact performance. We are already 
providing the optimal configuration file for NGINX, but the user can modify it 
further if needed. 

 worker_processes 

The number of NGINX worker processes (the default is 1). In most cases, 

running one worker process per CPU core works well, and we recommend 

setting this directive to auto to achieve that. 

 worker_connections 

The maximum number of connections that each worker process can handle 
simultaneously. The default is 512, but most systems have enough 

resources to support a larger number. 

 keepalive_requests 

The number of requests a client can make over a single keep-alive 
connection. The default is 100, but a much higher value can be especially 

useful for testing with a load generation tool, which generally sends a large 

number of requests from a single client. 

 keepalive_timeout 

How long an idle keep-alive connection remains open. 

 access_log 

Logging every request consumes both CPU and I/O cycles, and one way to 
reduce the impact is to enable access log buffering. To disable access 

logging completely, include the off parameter to the access_log directive. 

 sendfile 

The operating system’s sendfile() system call copies data from one file 

descriptor to another, often achieving zero copy, which can speed up TCP 
data transfers. 

4.7 BIOS Settings that Helps Performance 
Improvement 

4.7.1 Sub-NUMA Clustering (SNC) 

The Intel® Select Solution systems are comprised of two sockets, and by 
default the Sub-NUMA Clustering (SNC) is not enabled. We have noted better 

performance for the NGINX when the SNC is enabled and 4 NUMA zones are 
created. This reduces the time spent on spin lock 

(native_queued_spin_lock_slowpath) significantly. 

To enable SNC: 

1. EDKIT Menu 

2. Socket Configuration 

3. UPI Configuration 
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4. UPI General Configuration 

5. SNC 

Steps for Enabling IMC Interleaving: 

1. EDKIT Menu 

2. Socket Configuration 

3. Memory Configuration 

4. Memory Map 

5. IMC Interleaving 

After configuring the previous settings, you can see 4 NUMA zones enabled in 
the systems. For example, in one of our 28 core systems we can see the next 

values in lscpu. 

NUMA node0 CPU(s):     0-3,7-9,14-17,21-23,56-59,63-65,70-73,77-79 

NUMA node1 CPU(s):     4-6,10-13,18-20,24-27,60-62,66-69,74-76,80-

83 

NUMA node2 CPU(s):     28-31,35-37,42-45,49-51,84-87,91-93,98-

101,105-107 

NUMA node3 CPU(s):     32-34,38-41,46-48,52-55,88-90,94-97,102-

104,108-111 

4.7.2 IRQ Balancing 

Similarly, with the IRQ Balancing we saw better result with increasing the 
number of connections per seconds and more requests served. 

systemctl stop irqbalance.service 

systemctl start irqbalance.service  

4.7.3 Turbo mode 

Steps for enabling Turbo Mode: 

1. EDKIT Menu 

2. Socket Configuration 

3. Advance Power Management Configuration 

4. CPU P-State Configuration 

5. Turbo Mode 

4.7.4 Governors 

There are governors as power schemes for the CPU. Only one may be active at 

a time. With the default intel_pstate driver there are two governors 

available. Depending on the use case, the user can choose either of the 

following.
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Configuration: See configuration section. 

Software: OS/Kernel: kernel-3.10.0-957.el7.x86_64; CentOS 7.6. BIOS/FW: 2019 WW04-WW05 NPX-SP BKC. 
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X710 2 cards. BKC Version: NFVi/NPX-SP BKC WW04-05. CDN Package: Platform Beach Release 5. 

4.7.4.1 Performance 

The CPUfreq governor “performance” sets the CPU statically to the highest 

frequency within the borders of scaling_min_freq and scaling_max_freq. It 

will run the CPU at the maximum frequency. 

4.7.4.2 Powersave 

The CPUfreq governor “powersave” value sets the CPU statically to the lowest 

frequency within the borders of scaling_min_freq and scaling_max_freq. It 

will run the CPU at the minimum frequency.

4.7.5 Workload Behavior 

 When the file size increases, the network bandwidth per user increases and 
becomes the bottleneck instead of CPU usage 

 Bigger file size performs better than a smaller file size 

 10 KB and 1 MB files give the best throughput 

 Extrapolation of CPU and throughput data shows the 20-core system can 
accommodate 12K connections and 24-core systems can accommodate 

15K connections with a time to the first byte (Jmeter Latency) < 1 ms 

 

 

 Workload is more I/O bound than CPU or memory 

 Except in a few instances, the latency remains nearly same during the 
content delivery 
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4.7.6 Apache Traffic Server* (ATS*) 

This server is a high-performance web proxy cache that improves network 
efficiency and performance by caching frequently-accessed information at the 

edge of the network. 

ATS provides a high-performance and scalable software solution for both 
forward and reverse proxy of HTTP/HTTPS traffic, and may be configured to run 

in either or both modes simultaneously. 

4.7.6.1 Performance Setting 

ATS in its default configuration should perform suitably for running the included 
regression test suite, but will need special attention to both its own 
configuration and the environment in which it runs to perform optimally for 

production usage. 

 Memory Allocation 

The default settings allocate roughly 10 MB of RAM cache for every GB of 

disk cache storage, though this setting can be adjusted manually in 

records.config using the setting: 

proxy.config.cache.ram_cache.size

 

 Thread Scaling 

By default, the server creates 1.5 threads per CPU core on the host 

system. This may be adjusted with the following settings in 

records.config: 

proxy.config.exec_thread.autoconfig 

proxy.config.exec_thread.autoconfig.scale 

proxy.config.exec_thread.limit 
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 Thread Affinity 

On multi-socket servers, such as Intel® architecture with NUMA, you can 
adjust the thread affinity configuration to take advantage of cache pipelines 

and faster memory access. This is adjusted with 

proxy.config.exec_thread.affinity in records.config.

4.7.6.2 Configuration Changes 

 records.cofig 

# /opt/ats/etc/trafficserver/records.config 

Edit the RAM cache and RAM cache cutoff size accordingly: 

CONFIG proxy.config.cache.threads_per_disk INT 16 

CONFIG proxy.config.cache.ram_cache.size INT 50G 

CONFIG proxy.config.cache.ram_cache_cutoff INT 5G 

CONFIG proxy.config.cache.limits.http.max_alts INT 5 

CONFIG proxy.config.body_factory.template_sets_dir STRING 

etc/trafficserver/body_factory 

CONFIG proxy.config.url_remap.filename STRING remap.config 

CONFIG proxy.config.ssl.server.ticket_key.filename STRING NULL 

CONFIG proxy.config.http.cache.required_headers INT 1 

CONFIG proxy.config.url_remap.pristine_host_hdr INT 1 

CONFIG proxy.config.cache.ram_cache.use_seen_filter INT 1 

CONFIG proxy.config.cache.ram_cache.algorithm INT 0 

CONFIG proxy.config.cache.ram_cache.compress INT 1 

 remap.config 

# /opt/ats/etc/trafficserver/remap.config 

map client_url origin_server_url 

map  /     origin_server_url     #define a catchall for requests 

 storage.config 

# /opt/ats/etc/trafficserver/storage.config 

Edit according to your system if it is  

var/trafficserver 50G  #change accordingly 

You can edit your disk path and size, it’s not mandatory 

/media/ramdisk  100G    volume=1        id=ramdisk 

/media/ramdisk1 200G    volume=1        id=ramdisk1 

/home/ubuntu    90G     volume=2        id=mount 

If you are using volume numbers in storage.config then you can edit the 

following config files: 

 volume.config 

# /opt/ats/etc/trafficserver/volume.config 

 volume=1 scheme=http size=80% 

 volume=2 scheme=http size=20% 
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 hosting.config 

# /opt/ats/etc/trafficserver/hosting.config 

hostname=http://localhost      volume=1,2 

hostname=server    volume=x 
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5 Test Setup 

Refer the Intel® Select Solution for Visual Cloud Delivery Network (VCDN) 

Reference Design document for the details of the test setup. 

Test Results: 

Figure 5-1. Summary of CDN Delivery Performance: Video On Demand and Live 

Streaming 
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Figure 5-2. Summary of CDN Delivery Performance: File Access 
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Figure 5-3. Summary of Video Transcoding Performance 

 

Note: *H264 numbers are taken using libx264, H265 numbers are using SVT. 

www.intel.com/benchmarks

	1 Audience and Purpose
	2 Summary
	3 Platform Specifications
	3.1 Hardware Ingredients
	3.2 Software Configuration
	3.3 Boot Settings
	3.4 Compile Options
	3.5 Operating System Settings

	4 Visual Cloud Delivery Network Key Use Cases
	4.1 Content Preparation: Transcoding
	4.2 Components in Transcoding and their Performance Tuning
	4.2.1 FFmpeg
	4.2.1.1 Workload Behavior with respect to System resources
	4.2.1.2 Performance Settings

	4.2.2 Scalable Video Transcode
	4.2.2.1 Workload Behavior
	4.2.2.2 Performance Settings


	4.3 Content Distribution
	4.3.1 IP CDN

	4.4 Video on Demand/Live Linear
	4.5 Components in Content Distribution
	4.5.1 NGINX*

	4.6 Performance Settings
	4.6.1 Tuning Linux Configuration
	4.6.2 Tuning NGINX Configuration

	4.7 BIOS Settings that Helps Performance Improvement
	4.7.1 Sub-NUMA Clustering (SNC)
	4.7.2 IRQ Balancing
	4.7.3 Turbo mode
	4.7.4 Governors
	4.7.4.1 Performance
	4.7.4.2 Powersave

	4.7.5 Workload Behavior
	4.7.6 Apache Traffic Server* (ATS*)
	4.7.6.1 Performance Setting
	4.7.6.2 Configuration Changes



	5 Test Setup

